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Health Data (EHR)
Electronic Health Record (EHR) is an evolving concept defined as a systematic collection of 
electronic health information about individual patients or populations

Jensen, Peter B., Lars J. Jensen, and SØren Brunak. "Mining electronic health records: towards better research applications and clinical care." Nature Reviews Genetics (2012).



Health Data (Imaging)
X-ray Computed  
Tomography (CT)

Positron Emission  
Tomography (PET)

Magnetic Resonance  
Imaging (MRI)



Health Data (Drug I)

https://pubchem.ncbi.nlm.nih.gov/

A chemical compound is a pure chemical substance 
consisting of two or more different chemical elements that can 
be separated into simpler substances by chemical reactions

https://pubchem.ncbi.nlm.nih.gov/


Health Data (Drug II)

The term biological target is frequently used in pharmaceutical research to 
describe the native protein in the body whose activity is modified by a drug 
resulting in a desirable therapeutic effect. In this context, the biological 
target is often referred to as a drug target.

http://www.uniprot.org/help/uniprotkb

http://www.uniprot.org/help/uniprotkb


Health Data (Gene)
DNA: A long molecule that looks 
like a twisted ladder. It is made of 
four types of simple units and the 
sequence of these units carries 
information, just as the sequence 
of letters carries information on a 
page.

Gene: A segment of DNA. Genes are 
like sentences made of the "letters" of 
the nucleotide alphabet, between them 
genes direct the physical development 
and behavior of an organism. Genes 
are like a recipe or instruction book, 
providing information that an organism 
needs so it can build or do something - 
like making an eye or a leg, or 
repairing a wound.

Gene expression: The process in 
which the information encoded in a 
gene is converted into a form useful 
for the cell. The first step is 
transcription, which produces a 
messenger RNA molecule 
complementary to the DNA molecule 
on which a gene is encoded. For 
protein-coding genes, the second 
step is translation, in which the 
messenger RNA is read by the 
ribosome to produce a protein.

A Single Nucleotide 
Polymorphism (SNP, 
pronounced snip; plural snips) is 
a DNA sequence variation 
occurring commonly within a 
population (e.g. 1%) in which a 
single nucleotide — A, T, C or G 
— in the genome (or other shared 
sequence) differs between 
members of a biological species 
or paired chromosomes.

All definitions from Wikipedia



Health Data (Physiology)
Physiology is the scientific study of function in living systems. A 
sub-discipline of biology, its focus is in how organisms, organ 
systems, organs, cells, and bio-molecules carry out the chemical 
or physical functions that exist in a living system



Patient Survey



Online Social Media



Environmental Data



“The initiative will 
encourage and support the 
next generation of 
scientists to develop 
creative new approaches 
for detecting, measuring, 
and analyzing a wide range 
of biomedical information 
— including molecular, 
genomic, cellular, clinical, 
behavioral, physiological, 
and environmental 
parameters” 





Machine Learning
Machine learning is a subset of artificial intelligence in 
the field of computer science that often uses statistical 
techniques to give computers the ability to "learn" (i.e., 
progressively improve performance on a specific task) 
with data, without being explicitly programmed

https://en.wikipedia.org/wiki/Artificial_intelligence
https://en.wikipedia.org/wiki/Computer_science
https://en.wikipedia.org/wiki/Computer
https://en.wikipedia.org/wiki/Data


Dr. Watson
• A Jeopardy! Champion and an IBM Grand Challenge success.
• An advancement in the long-standing challenge in artificial 
intelligence to emulate human expertise. 
• An inflection point into Cognitive Computing.
Input

Natural Language Questions over a 
Broad Domain of Knowledge

Output
Precise Answers
Accurate Confidences



Dr. Watson
Step 1

Step 1: Question Analysis

Step 2

Step 2: Hypothesis Generation

Step 3

Step 3: Hypothesis & Evidence Scoring

Step 4

Step 4: Final Merging & Ranking

The process needs to be finished in 3 seconds



Dr. Watson
§ 90 x IBM Power 750 servers 
§ 2880 POWER7 cores
§ POWER7 3.55 GHz chip
§ 500 GB per sec on-chip bandwidth
§ 10 Gb Ethernet network
§ 15 Terabytes of memory
§ 20 Terabytes of disk, clustered
§ Can operate at 80 Teraflops
§ Runs IBM DeepQA software
§ Scales out with and searches vast amounts of 

unstructured information with UIMA & Hadoop
open source components

§ Linux provides a scalable, open platform, 
optimized to exploit POWER7 performance

§ 10 racks include servers, networking, shared 
disk system, cluster controllers

$2599
16 GB Memory

1 TB = 1000 GB
15 TB = 937 x 16GB



Watson is a Massively Parallel Probabilistic Evidence-Based Architecture 
DeepQA generates and scores many hypotheses using an extensible collection if Natural Language Processing, 
Machine Learning and Reasoning Algorithms. These gather and weigh evidence over both structured and 
unstructured content to determine the answer with the best confidence

Answer 
Scoring

Models

Responses with 
Confidence

Inquiry

Evidence 
Sources

Models

Models

Models

Models

ModelsPrimary
Search

Candidate
Answer

Generation

Hypothesis
Generation

Hypothesis and Evidence  
Scoring

Final Confidence 
Merging & RankingSynthesis

Answer 
Sources

Inquiry/Topi
c Analysis

Evidence
Retrieval

Deep 
Evidence 
Scoring

Learned Models
help combine and 

weigh the Evidence

Hypothesis
Generation

Hypothesis and Evidence 
Scoring

Inquiry
Decomposition



On 27th May 1498, Vasco da Gama landed 

in Kappad Beach

celebrated

May 1898 400th anniversary

arrival in

In May 1898 Portugal celebrated the 

400th anniversary of this explorer’s 

arrival in India.

Portugal

landed in

27th May 1498

Vasco da Gama

Temporal 
Reasoning

Statistical 
Paraphrasing

GeoSpatial 
Reasoning

explorer

On 27th May 1498, Vasco da Gama landed 

in Kappad Beach
On the 27th of May 1498, Vasco da 

Gama landed in Kappad Beach

Kappad Beach

Para-
phrases

Geo-KB

Date
Match

IndiaStronger 
evidence can 

be much 
harder to 
find and 

score. The evidence is still not 100% certain.

ØSearch Far and Wide

ØExplore many hypotheses

ØFind Judge Evidence

ØMany inference algorithms



http://www.research.ibm.com/cognitive-
computing/watson/watsonpaths.shtml#fbid=IXu7hZEIRXD











http://www.businessinsider.com.au/twitter-predicts-heart-disease-rates-2015-1

Negative emotional language and topics, such as words like “hate” or expletives, remained strongly 
correlated with heart disease mortality, even after variables like income and education were taken into 
account. Positive emotional language showed the opposite correlation, suggesting that optimism and 
positive experiences, words like “wonderful” or “friends,” may be protective against heart disease. 

The relationship between language and mortality is particularly surprising, since the people tweeting 
angry words and topics are in general not the ones dying of heart disease. But that means if many of 
your neighbours are angry, you are more likely to die of heart disease.



http://www.bbc.com/news/business-29617831



EMR from 1,749,400 individuals 
born between 1900 and 2000. 

They found that 55 diseases were 
significantly linked to birth month.  

Babies born in fall, the analysis 
shows, have a higher chance of 
developing ADHD, viral 
infections, and respiratory 
diseases like asthma. 

On the other hand, winter babies, 
born in January through March, 
are far more likely to develop 
heart disease than babies born in 
other months. Interestingly, the 
exact opposite is true for fall 
babies; the results indicated that 
babies born in fall were actually 
protected against heart disease. 

If your birthday falls somewhere 
between May and August, be 
sure to toast your good health; 
that’s because your birth month 
isn’t correlated with a heightened 
risk for any disease.

Boland, M. R., Shahn, Z., Madigan, D., Hripcsak, G., & Tatonetti, N. P. (2015). Birth month 
affects lifetime disease risk: a phenome-wide method. Journal of the American Medical 
Informatics Association, ocv046.





Deep Learning
Deep learning is a class of machine 
learning algorithms that:
• use a cascade of multiple layers of nonlinear 

processing units for feature extraction and 
transformation. Each successive layer uses the output 
from the previous layer as input.

• learn in supervised (e.g., classification) and/
or unsupervised (e.g., pattern analysis) manners.

• learn multiple levels of representations that correspond 
to different levels of abstraction; the levels form a 
hierarchy of concepts.

https://en.wikipedia.org/wiki/Machine_learning
https://en.wikipedia.org/wiki/Machine_learning
https://en.wikipedia.org/wiki/Algorithm
https://en.wikipedia.org/wiki/Nonlinear_filter
https://en.wikipedia.org/wiki/Nonlinear_filter
https://en.wikipedia.org/wiki/Feature_extraction
https://en.wikipedia.org/wiki/Supervised_learning
https://en.wikipedia.org/wiki/Unsupervised_learning


Deep Learning History

https://beamandrew.github.io/deeplearning/2017/02/23/deep_learning_101_part1.html 

https://beamandrew.github.io/deeplearning/2017/02/23/deep_learning_101_part1.html


Neural�network
Back�propagation

Deep�belief�net
Science Speechp

Nature

1986 2006

deep�learning�results

2011

• Solve�general�learning�problems
Ti d ith bi l i l t

p g

• Tied�with�biological�system

But�it�is�given�up…



Neural�network
Back�propagation

Deep�belief�net
Science Speechp

Nature

1986 2006 2011 2012

Rank Name Error�
rate

Description

1 U.�Toronto 0.15315 Deep�learning
2 U. Tokyo 0.26172 HandͲcrafted2 U.�Tokyo 0.26172 Hand crafted�

features�and�
learning�models.

3 U. Oxford 0.26979

4 Xerox/INRIA 0 27058
Bottleneck.

4 Xerox/INRIA 0.27058

Object�recognition�over�1,000,000�images�and�1,000�categories�(2�GPU)

A. Krizhevsky, L. Sutskever, and G. E. Hinton, “ImageNet Classification with Deep Convolutional Neural Networks,” NIPS, 2012.



Neural�network
Back�propagation

Deep�belief�net
Science Speechp

1986 2006 2011 2012

• ImageNet 2013 – image classification challengeImageNet 2013� image�classification�challenge
Rank Name Error�rate Description

1 NYU 0.11197 Deep�learning

2 NUS 0.12535 Deep�learning

3 Oxford 0.13555 Deep�learning

MSRA,�IBM,�Adobe,�NEC,�Clarifai,�Berkley,�U.�Tokyo,�UCLA,�UIUC,�Toronto�….�Top�20�
groups�all�used�deep�learning

• ImageNet 2013�– object�detection�challenge
Rank Name Mean�Average Precision Description

1 UvAͲEuvision 0.22581 HandͲcrafted�features

d f d f2 NECͲMU 0.20895 HandͲcrafted�features

3 NYU 0.19400 Deep�learning



Neural�network
Back�propagation

Deep�belief�net
Science Speechp

1986 2006 2011 2012

• ImageNet 2014 – Image classification challengeImageNet 2014� Image�classification�challenge
Rank Name Error�rate Description

1 Google 0.06656 Deep�learning

2 Oxford 0.07325 Deep�learning

3 MSRA 0.08062 Deep�learning

• ImageNet 2014�– object�detection�challenge
Rank Name Mean�Average Precision Description

1 Google 0.43933 Deep�learning

2 CUHK 0.40656 Deep�learning

3 DeepInsight 0.40452 Deep�learningp g p g

4 UvAͲEuvision 0.35421 Deep�learning

5 Berkley�Vision 0.34521 Deep�learning



Neural�network
Back�propagation

Deep�belief�net
Science Speechp

1986 2006 2011 2012

• Google and Baidu announced their deep• Google�and�Baidu announced�their�deep�
learning�based�visual�search�engines�(2013)

l– Google�
• “on�our�test�set�we�saw�double�the�average�precision�when�
compared to other approaches we had tried We acquiredcompared�to�other�approaches�we�had�tried.�We�acquired�
the�rights�to�the�technology�and�went�full�speed�ahead�
adapting�it�to�run�at�large�scale�on�Google’s�computers.�We�
took cutting edge research straight out of an academictook�cutting�edge�research�straight�out�of�an�academic�
research�lab�and�launched�it,�in�just�a�little�over�six�months.”

– BaiduBaidu



Deep Neural Networks
Multilayer Neural Network 
— compute gradients



Perceptron
In machine learning, the perceptron is an algorithm for supervised 
classification of an input into one of several possible non-binary 
outputs. It is a type of linear classifier, i.e. a classification algorithm 
that makes its predictions based on a linear predictor function 
combining a set of weights with the feature vector
…

Activation 
function



Topics: linear activation function 
• Partial derivative: 

       

Activation

REMINDER g(a) = a

g '(a) = 1



Topics: nonlinear activation function 
• Partial derivative: 

       

Activation

REMINDER g(a) = sigmoid(a) = 1
1+ exp(−a)

g '(a) = g(a) (1− g(a))( )



Topics: nonlinear activation function 
• Partial derivative: 

       

Activation

REMINDER g(a) = tanh(a) = exp(a)− exp(−a)
exp(a)+ exp(−a)

= exp(2a)−1
exp(2a)+1

g '(a) = 1− g(a)2



Topics: piecewise linear activation function 
• Partial derivative: 

       

Activation

REMINDER
g(a) = ReLU(a) = max(0,a)

g '(a) = 1a>0



Logistic Regression

This function is low when          and       are similar and is high when they are dissimilar
http://beamandrew.github.io/deeplearning/2017/02/23/deep_learning_101_part2.html 

http://beamandrew.github.io/deeplearning/2017/02/23/deep_learning_101_part2.html


Stochastic Gradient Descent

http://beamandrew.github.io/deeplearning/2017/02/23/deep_learning_101_part2.html 

http://beamandrew.github.io/deeplearning/2017/02/23/deep_learning_101_part2.html


Multilayer Neural Network
• Could have     hidden  

  layer input pre-activation for k>0  

 hidden layer activation (k from 1 to L):  

 output layer activation (k = L+1)

NEURAL NETWORK
29

Topics: multilayer neural network
• Could have L hidden layers:
‣ layer input pre-activation for k>0

‣ hidden layer activation (k from 1 to L):

‣ output layer activation (k=L+1):
...

Feedforward neural network

Hugo Larochelle

Département d’informatique
Université de Sherbrooke

hugo.larochelle@usherbrooke.ca

September 6, 2012

Abstract

Math for my slides “Feedforward neural network”.

• a(x) = b+
P

i wixi = b+w>x

• h(x) = g(a(x)) = g(b+
P

i wixi)

• x1 xd

• w

• {

• g(·) b

• h(x) = g(a(x))

• a(x) = b(1) +W(1)x
⇣
a(x)i = b(1)i

P
j W

(1)
i,j xj

⌘

• o(x) = g(out)(b(2) +w(2)>x)

1
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• a(x) = b+
P

i wixi = b+w>x

• h(x) = g(a(x)) = g(b+
P

i wixi)

• x1 xd

• w

• {

• g(·) b

• h(x) = g(a(x))
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⇣
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P
j W
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1
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Math for my slides “Feedforward neural network”.

• a(x) = b+
P

i wixi = b+w>x

• h(x) = g(a(x)) = g(b+
P

i wixi)

• x1 xd b w1 wd

• w

• {

• g(a) = a

• g(a) = sigm(a) = 1
1+exp(�a)

• g(a) = tanh(a) = exp(a)�exp(�a)
exp(a)+exp(�a) = exp(2a)�1

exp(2a)+1

• g(a) = max(0, a)

• g(a) = reclin(a) = max(0, a)

• g(·) b

• W (1)
i,j b(1)i xj h(x)i

• h(x) = g(a(x))

• a(x) = b(1) +W(1)x
⇣
a(x)i = b(1)i

P
j W

(1)
i,j xj

⌘

• o(x) = g(out)(b(2) +w(2)>x)

1

1

1

...... 1

......

...

• p(y = c|x)

• o(a) = softmax(a) =
h

exp(a1)P
c exp(ac)

. . . exp(aC)P
c exp(ac)

i>

• f(x)

• h(1)(x) h(2)(x) W(1) W(2) W(3) b(1) b(2) b(3)

• a(k)(x) = b(k) +W(k)h(k�1)x (h(0) = x)

• h(k)(x) = g(a(k)(x))

• h(L+1)(x) = o(a(L+1)(x)) = f(x)

2
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2

Feedforward neural network

Hugo Larochelle

Département d’informatique
Université de Sherbrooke

hugo.larochelle@usherbrooke.ca

September 13, 2012

Abstract

Math for my slides “Feedforward neural network”.

• f(x)

• l(f(x(t);✓), y(t))

• r✓l(f(x(t);✓), y(t))

• ⌦(✓)

• r✓⌦(✓)

• f(x)c = p(y = c|x)

• x(t) y(t)

• l(f(x), y) = �
P

c 1(y=c) log f(x)c = � log f(x)y =

•

@

f(x)c
� log f(x)y =

�1(y=c)

f(x)y

rf(x) � log f(x)y =
�1

f(x)y
[1(y=0), . . . , 1(y=C�1)]

>

=
�e(c)

f(x)y

1

• p(y = c|x)

• o(a) = softmax(a) =
h

exp(a1)P
c exp(ac)

. . . exp(aC)P
c exp(ac)

i>

• f(x)

• h(1)(x) h(2)(x) W(1) W(2) W(3) b(1) b(2) b(3)

• a(k)(x) = b(k) +W(k)h(k�1)(x) (h(0)(x) = x)

• h(k)(x) = g(a(k)(x))

• h(L+1)(x) = o(a(L+1)(x)) = f(x)

2

REMINDER

L

a(k )(x) = b(k ) +W(k )h(k−1)(x)

(h(0)(x) = x)

h(k )(x) = g a(k )(x)( )

h(L+1)(x) = o a(L+1)(x)( ) = f (x)



Multilayer Neural Network
Topics: softmax activation function 
•   For multi-class classification  

   we need multiple output (1 output per class) 

   we would like to estimate the conditional probability  

•  We use the softmax activation function at the output:  

   strictly positive 

   sums to one 
•  Predicted class is the one with highest estimated probability 

p(y = c | x)

o(a) = softmax(a) = exp(a1)
exp(ac )c∑ !

exp(aC )
exp(aC )c∑

⎡

⎣
⎢
⎢

⎤

⎦
⎥
⎥

T



Machine Learning
Topics: empirical risk minimization, regularization 
• Empirical Risk Minimization 

a.  Framework to design learning algorithms 

b.                            is a loss function 

c.            is a regularizer  (penalize certain values of     ) 

• Learning is cast as optimization 

a.  Ideally, we’d optimize classification error, but it’s not smooth 

b.  loss function is a surrogate for what we truly should optimize (e.g. upper 

   bound)

argmin 1
T

θ

l f x(t );θ( ), y(t )( )
t
∑ + λΩ θ( )

l f x(t );θ( ), y(t )( )
Ω θ( ) θ



Machine Learning
Topics: stochastic gradient descent (SGD) 
• Algorithm that performs updates after each example 

  Initialize    , where 

  For N iterations 

  - for each training example  

             

• To apply this algorithm to neural network training, we need 

  The loss function  

  A procedure to compute parameter gradients  

  the regularizer             (and the gradient                )

θ θ ≡ W (1),b(1),…,W (L+1),b(L+1){ }

(x(t ), y(t ) )
Δ = −∇θ l f x(t );θ( ), y(t )( )− λ∇θΩ θ( )

θ ←θ + αΔ

⎫

⎬
⎪⎪

⎭
⎪
⎪

training epoch 
= 

iteration over all examples

l f x(t );θ( ), y(t )( )
∇θ l f x(t );θ( ), y(t )( )

Ω θ( ) ∇θΩ θ( )



Loss Function
Topics: loss function for classification 
• Neural network estimates  

  we could maximize the probabilities of       given       in the training set 

             
• To frame as minimization, we minimize the negative log-likelihood: 

  we take the log to simplify for numerical stability and math simplicity 

  sometimes referred to as cross-entropy

f (x)c = p(y = c x)
y(t ) x(t )

l f (x), y( ) = − 1(y=c) log f (x)c = − log f (x)yc∑

natural log (ln)



Topics: loss gradient at output 
• Partial Derivative: 

• Gradient: 

    

        

Gradient Computation

∂
∂ f (x)c

− log f (x)y =
−1(y=c)
f (x)y

∇ f (x) − log f (x)y

= −1
f (x)y

1(y=0)
!

1(y=C−1)

⎡

⎣

⎢
⎢
⎢
⎢

⎤

⎦

⎥
⎥
⎥
⎥

= −e(y)
f (x)y



Gradient Computation
Topics: loss gradient at output 

              pre-activation  
• Partial Derivative: 

• Gradient: 

    

        
∇

a(L+1) (x) − log f (x)y
= − e(y)− f (x)( )

∂
∂a(L+1)(x)c

− log f (x)y

= − 1(y=c) − f (x)c( )





Topics: loss gradient at hidden layer  
• Partial Derivative: 

• … this is getting complicated! 

    

        

Gradient Computation



Topics: chain rule 
• If a function can be written as a function  

    of intermediate results 

    then we have: 

• We can invoke it by setting 

      to a unit in layer    
           to a pre-activation in the layer  

 above 

          is the loss function 

        

Gradient Computation

qi (a)

∂p(a)
∂a

= ∂p(a)
∂qi (a)

∂qi (a)
∂ai

∑

a
qi (a)

p(a)



REMINDER
a(k )(x)i = bi

( k )

+ Wi, j
(k )h(k−1)(x) jj∑

Topics: loss gradient at hidden layers 
• Partial derivative 

       

Gradient Computation

∂
∂h(k )(x) j

− log f (x)y

=
∂− log f (x)y
∂a(k+1)(x)i

∂a(k+1)(x)i
∂h(k )(x) ji

∑

=
∂− log f (x)y
∂a(k+1)(x) j

Wi, j
(k+1)

i
∑

= W., j
k+1( )T ∇

ak+1(x) − log f (x)y( )



REMINDER
a(k )(x)i = bi

( k )

+ Wi, j
(k )h(k−1)(x) jj∑

Topics: loss gradient at hidden layers 
• Gradient 

       

Gradient Computation

∇
h( k ) (x) − log f (x)y

=W(k+1) T

∇
a( k+1) (x) − log f (x)y( )



Topics: loss gradient at hidden layers 

              pre-activation 
• Partial derivative 

       

Gradient Computation

∂
∂a(k )(x) j

− log f (x)y

=
∂− log f (x)y
∂h(k )(x) j

∂h(k )(x) j
∂a(k )(x) j

=
∂− log f (x)y
∂h(k )(x) j

g ' a(k )(x) j( )

REMINDER
h(k )(x) j = g a(k )(x) j( )



Topics: loss gradient at hidden layers 

          pre-activation 
• Gradient: 

       

Gradient Computation

REMINDER
h(k )(x) j = g a(k )(x) j( )

∇
a( k ) (x) − log f (x)y

= ∇
h( k ) (x) − log f (x)y( )T ∇a( k ) (x)h

(k )(x)

= ∇h( k ) (x) − log f (x)y( )⊙ …,g ' a(k )(x) j( ),…⎡⎣ ⎤⎦

element-wise 
product



Topics: loss gradient of parameters 
• Partial derivative (weights): 

       

Gradient Computation

REMINDER

∂
∂Wi, j

(k ) − log f (x)y

=
∂− log f (x)y
∂a(k )(x)i

∂a(k )(x)i
∂Wi, j

(k )

=
∂− log f (x)y
∂a(k )(x)i

hj
(k−1)(x)

a(k )(x)i = bi
( k )

+ Wi, j
(k )h(k−1)(x) jj∑



Topics: loss gradient of parameters 
• Gradient (weights): 

       

Gradient Computation

REMINDER
a(k )(x)i = bi

( k )

+ Wi, j
(k )h(k−1)(x) jj∑

∇
W( k ) − log f (x)y

= ∇
a( k ) (x) − log f (x)y( )h(k−1)(x)T



Topics: loss gradient of parameters 
• Partial derivative (biases): 

       

Gradient Computation

REMINDER
a(k )(x)i = bi

( k )

+ Wi, j
(k )h(k−1)(x) jj∑

∂
∂bi

(k ) − log f (x)y

=
∂− log f (x)y
∂a(k )(x)i

∂a(k )(x)i
∂bi

(k )

=
∂− log f (x)y
∂a(k )(x)i



Topics: loss gradient of parameters 
• Gradient (biases): 

       

Gradient Computation

REMINDER
a(k )(x)i = bi

( k )

+ Wi, j
(k )h(k−1)(x) jj∑

∇
b( k )

− log f (x)y
= ∇

a( k ) (x) − log f (x)y



Topics: backpropagation algorithm   
• This assumes a forward propagation has been made before 

 compute output gradient (before activation) 

 for      from            to 1 
        - compute gradients of hidden layer parameter 

        

        - compute gradient of hidden layer below 

       - compute gradient of hidden layer below (before activation) 

Backpropagation

∇
a(L+1) (x) − log f (x)y ⇐ − e(y)− f(x)( )

k L +1

∇
W( k ) − log f (x)y ⇐ ∇

a( k ) (x) − log f (x)y( )h(k−1)(x)T
∇

b( k )
− log f (x)y ⇐ ∇

a( k ) (x) − log f (x)y

∇
h( k−1) (x) − log f (x)y ⇐ W(k ) T

∇
a( k+1) (x) − log f (x)y( )

∇
a( k−1) (x) − log f (x)y ⇐ ∇

h( k−1) (x) − log f (x)y( )⊙ …,g ' a(k−1)(x) j( ),…⎡⎣ ⎤⎦





Deep Neural Networks
Autoencoders



Topics: unsupervised learning  
• Only use the input data          for learning  

 automatically extract meaningful features for your data  

 leverage the availability of unlabeled data 

 add a data-dependent regularizer to trainings  

• Neural networks for unsupervised learning 

  restricted Boltzmann machines (RBM) 

  autoencoders 

  deep belief network (DBN) 

   …

Unsupervised Learning

x{ }i=1
N



Topics: autoencoder, encoder, decoder, tied weights 

Autoencoder

Original Digits

Reconstructed Digits



Topics: autoencoder, encoder, decoder, tied weights 
• Feed-forward neural network trained to reproduce its input at the output layer 

Autoencoder



Topics: loss function 
• For binary inputs: 

       - cross-entropy (more precisely: sum of Bernoulli cross-entropies) 
• For real-valued inputs: 

      - sum of squared differences (squared euclidean distance) 

      - we use a linear activation function at the output

Autoencoder

l( f (x)) = − xk log(x
∧

k )+ (1− xk )log(1− x
∧

k )⎛
⎝

⎞
⎠k∑

l( f (x)) = 1
2

x
∧

k− xk
⎛
⎝

⎞
⎠

2

k∑



Topics: unsupervised pre-training 
• Solution: initialize hidden layers using unsupervised learning 

  force network to represent latent structure of input distribution 

  this is a harder task than supervised learning (i.e., classification) 

        

    

  encourage hidden layers to encode that structure; and expect less overfitting

Autoencoder



Topics: unsupervised pre-training 
• Solution: use a greedy, layer-wise procedure 

  train one layer at a time, from first to last, with unsupervised criterion 

  fix the parameters of previous hidden layers 

  previous layers viewed as feature extraction 

Autoencoder



Topics: fine-tuning 
• Once all layers are pre-trained 

  add output layer 

  train the whole network using supervised learning 

• Supervised learning is performed as in a regular  

    feed-forward network 
 forward propagation, backpropagation and update 

•  We call this last phase fine-tuning 
 all parameters are “tuned” for the supervised task at hand 

 representation is adjusted to be more discriminative

Autoencoder









Variational Autoencoder

http://kvfrans.com/variational-autoencoders-explained/



Topics: decoder network
  Neural network + Gaussian (Bernoulli)  here with diagonal covariance

Variational Autoencoder

Σ



Topics: encoder network
  Neural network + Gaussian

Variational Autoencoder



Topics: the complete VAE

Variational Autoencoder

  learning the parameters     and     via back propagation θ ϕ



Deep Neural Networks
Convolutional Neural Network



Topics: object recognition 

• Computer vision is the design of computers that can process visual data 
and accomplish some given task 

 We will focus on object recognition: given some input image, identify which object it contains

Computer Vision



Topics: object recognition 

• Computer vision is the design of computers that can process visual data 
and accomplish some given task 

 We will focus on object recognition: given some input image, identify which object it contains

Computer Vision



Topics: computer vision 

• We can design neural networks that are specifically adapted for 
such problems 

 must deal with very high-dimensional input 

 - i.e., 150  150 pixels = 22500 inputs, or 3   22500 if RGB pixels 

 can exploit the 2D topology of pixels (or 3D for video data) 

 can build in invariance to certain variations we can expect 

     - translations, illustration, etc 

• Convolutional networks leverage these ideas  

 local connectivity 

 parameter sharing 

 pooling / subsampling hidden units

Computer Vision

× ×



Computer Vision
Topics: Fast-forward to today: ConvNets are everywhere



Computer Vision
Topics: Fast-forward to today: ConvNets are everywhere



Computer Vision
Topics: Fast-forward to today: ConvNets are everywhere



Topics: a Convolutional Neural Network 

 feed-forward  

 - convolve input; non-linearity (rectified linear); pooling (local max); 

 supervised learning 

 train convolutional filters by back-propagating classification error 

 

Convolutional Neural Network



Topics: Convolutional Layer (suppose only one filter) 

    Illustration of convolving a           filter over a                    input array; 

    The filters are always small spatially (5 vs. 32), but always span the full depth of      

       the input array; 

    There are            unique positions for a          filter in a              input, so the    

       convolution produces a            activation map. 

 

Convolutional Neural Network

5 × 5 32 × 32 × 3

5 × 528 × 28 32 × 32

28 × 28



Topics: Convolutional Layer  

    Consider a second, green filter 

 

Convolutional Neural Network



Topics: Convolutional Layer  

    If we have six           filters, we will get six separate activation maps  

 

Convolutional Neural Network

5 × 5



Topics: Convolutional Layer  

    CNN is a series of convolutional layers 

 

Convolutional Neural Network
One filter ==>  

One activation map 



Topics: Convolutional Layer  

    Could you tell the number of the filters? 

    What about the filter size? 

 

Convolutional Neural Network
One filter ==>  

One activation map 



Topics: details of convolution operation 

•  How to decide the dimensions of activation maps (output) ? 

 

Convolutional Neural Network

http://cs231n.github.io/convolutional-networks/

f [x, y]∗g[x, y]=

f [n1,n2 ]
n1=−∞

∞

∑
n1=−∞

∞

∑ ⋅g[x − n1, y − n2 ]

Elementwise multiplication and sum 
of a filter and the signal (image) 

http://cs231n.github.io/convolutional-networks/


Topics: visualization of VCG-16 architecture 

 

Convolutional Neural Network



Topics: an overview of the CNN 

 

Convolutional Neural Network



Topics: pooling layer 

    make the representations more smaller and manageable  

    operate with each activation map independently 

 

Convolutional Neural Network



Topics: pooling layer 

    2D example 

 

Convolutional Neural Network



Topics: fully connected layer 

 

Convolutional Neural Network



Topics: a Convolutional Neural Network 

 

Convolutional Neural Network

ImageNet Classification with Deep Convolutional Neural Networks, Krizhevsky, 
Sutskever, Hinton, 2012

AlexNet



Topics: very deep model—GoogleLeNet 

• Width of inception modules ranges from 256 filters in early models to 
1024 in top inceptions models 

• Can remove the fully connected layer on the top 

 

Convolutional Neural Network



Topics: very deep model—residual networks 

 

Convolutional Neural Network





Dermatologist-level classifica1on of 
skin cancer 


Esteva, A., Kuprel, B., Novoa, R.A., Ko, J., Swetter, S.M., Blau, H.M. and Thrun, S., 2017. Dermatologist-
level classification of skin cancer with deep neural networks. Nature, 542(7639), pp.115-118.	

Diagnosing skin cancer begins with a visual 
examination. A dermatologist usually looks at the 
suspicious lesion with the naked eye and with the aid of 
a dermatoscope, which is a handheld microscope that 
provides low-level magnification of the skin. If these 
methods are inconclusive or lead the dermatologist to 
believe the lesion is cancerous, a biopsy is the next 
step. This deep learning algorithm may help 
dermatologists decide which skin lesions to biopsy.	

The algorithm was trained with nearly 130,000 images representing more than 2,000 
different diseases with an associated disease label, allowing the system to overcome 
variations in angle, lighting, and zoom. The algorithm was then tested against 1,942 images 
of skin that were digitally annotated with biopsy-proven diagnoses of skin cancer. Overall, 
the algorithm identified the vast majority of cancer cases with accuracy rates that were 
similar to expert clinical dermatologists.	



h"ps://inclass.kaggle.com/c/computer-vision-cs543-ece549	
h"ps://developer.apple.com/library/content/documenta?on/Performance/
Conceptual/vImage/Convolu?onOpera?ons/Convolu?onOpera?ons.html	





Deep Neural Networks
Recurrent Neural Network



Topics: Multilayer Neural Network vs Recurrent Neural Network

Recurrent Neural Network

an Multilayer Neural Network an Recurrent Neural Network



Topics: unfolded Recurrent Neural Network

Recurrent Neural Network

an folded RNN an unfolded RNN



Topics: Recurrent Neural Network offer a lot of flexibility

Recurrent Neural Network

Vanilla Neural Network

e.g., Image Captioning 
image->words sequence  

e.g., Sentiment Classification 
words sequence -> sentiment 

e.g., Machine Translation 
words sequence -> words sequence 

e.g., Video Classification  
on frame level



http://www.ppmi-info.org/ 

http://www.ppmi-info.org/


https://www.michaeljfox.org/foundation/publication-detail.html?id=625&category=7 

https://www.michaeljfox.org/foundation/publication-detail.html?id=625&category=7


Overall Flow

Obtain Latent 
Embedding for 
Input Patient 

Record Sequences

Computing the 
similarity between 
pairwise patients

Interpretation and 
Visualization

Step I Step II Step III

Long Short 
Term Memory

Dynamic Time 
Warping

t-Stochastic 
Neighbor 

Embedding



Problem Setting

…

…

Input feature 
sequence

Target feature 
sequence

Patient Representation

. .
 .



Recurrent Neural Network
The idea behind RNNs is to make use of sequential information. A recurrent 
neural network can be thought of as multiple copies of the same network, 
each passing a message to a successor.

http://colah.github.io/posts/2015-08-Understanding-LSTMs/

Graves, Alex, Marcus Liwicki, Santiago Fernández, Roman Bertolami, Horst Bunke, and Jürgen Schmidhuber. "A novel connectionist system 
for unconstrained handwriting recognition." IEEE transactions on pattern analysis and machine intelligence 31, no. 5 (2009): 855-868.



Recurrent Neural Network

Concatenation

http://colah.github.io/posts/2015-08-Understanding-LSTMs/



Long-Short Term Memory

http://colah.github.io/posts/2015-08-Understanding-LSTMs/

Hochreiter, Sepp, and Jürgen Schmidhuber. "Long short-term memory." Neural computation 9, no. 8 (1997): 1735-1780.



Predictive Long Short Term Memory



Dynamic Time Warping

Euclidean Matching DTW Matching
http://repmus.ircam.fr/esling/ipad.html

Müller, M. (2007). Dynamic time warping. Information retrieval for music and motion, 69-84.



Stochastic Neighbor Embedding

Input Distribution

Output Distribution

Maaten, Laurens van der, and Geoffrey Hinton. 
"Visualizing data using t-SNE." Journal of Machine 
Learning Research 9, no. Nov (2008): 2579-2605.



Subtype II

Subtype II

Subtype III

Subtypes 
by LSTM

Subtype II



Subtype III

Subtype II

Subtype I

Subtypes 
by Input Features



Subtype III

Subtype II

Subtype I

Subtypes 
by Target Features



Subtypes 
by Input and Target Features

Subtype III

Subtype II

Subtype I



Subtype I 
Size: 201    Average Age: 58.7     Disease Duration:  6.14y 

Feature Mean p-Value Interpretation Table

H&Y 1.81 2.35E-08 Hoehn and Yahr staging MDS_UPDRS_P
art_III__Post_Do

se_

CSF total tau 41.91 0.0096 Cerebrospinal Fluid biomarkers, total tau(t-
tau)

Biospecimen_An
alysis_Results

MoCA 27.88 1.50E-10 Montreal Cognitive Assessment 
Montreal_Cogniti
ve_Assessment_

_MoCA_

GDS 5.2 0.0017 Geriatric Depression Scale 
Geriatric_Depres
sion_Scale__Sho

rt_

Function decay on motor abilities. Cognitive abilities OK

Red: is the severest subtype 
Green: is the mildest subtype



Subtype II 
Size: 107     Average Age: 61.9    Disease Duration: 6.93y  

Feature Mean p-Value Interpretation Table

H&Y 1.66 2.35E-08 Hoehn and Yahr staging MDS_UPDRS_Part
_III__Post_Dose_

CSF total tau 48.84 0.0096 Cerebrospinal Fluid biomarkers, total tau(t-
tau)

Biospecimen_Anal
ysis_Results

CSF Aß42 401.88 0.0052 Cerebrospinal Fluid biomarkers, amyloid 
beta peptide1-42(Aß1-42)

Biospecimen_Anal
ysis_Results

BJLO 20.5 1.78E-13 Benton Judgment of Line Orientation 
Benton_Judgment
_of_Line_Orientati

on

 Mild function decay on both motor and non-motor abilities. 

Red: is the severest subtype 
Green: is the mildest subtype



Subtype III 
Size: 158    Average Age: 65.3    Disease Duration: 7.33y 

Feature Mean p-Value Interpretation Table
H&Y 2.15 2.35E-08 Hoehn and Yahr staging MDS_UPDRS_Part_

III__Post_Dose_

MoCA 24.41 1.5E-10 Montreal Cognitive Assessment Montreal_Cognitive
_Assessment__Mo

CA_
RBD 4.97 0.0036 REM Sleep Behavior Disorder REM_Sleep_Disord

er_Questionnaire

GDS 5.96 0.0017 Geriatric Depression Scale Geriatric_Depressio
n_Scale__Short_

HVLT 20.5 1.01E-10 Hopkins Verbal Learning Test Hopkins_Verbal_Le
arning_Test

SDM 31.14 0.0001 Symbol Digit Modalities Test Symbol_Digit_Mod
alities

Rapid progression on both motor abilities and non-motor 
abilities.

Red: is the severest subtype



Things to Consider
• Limited sample size 

• Knowledge Integration 

• Interpretability 

• Mimic Learning 

• Visualization 

• Statistical Deep Learning
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